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Overview
NCR Government Systems Corporation, Teradata Division, (referred to as Teradata in this document) is pleased to respond to the Request for Information (RFI): Improving Health and Accelerating Personalized Health Care (PHC) Through Health Information Technology and Genomic Information in Population- and Community-based Health Care Delivery Systems. Teradata and their partnering companies has a rich heritage of working with government agencies and commercial firms and with their partnering organizations to plan, design, deploy, and support solutions that enable them to meet their missions and objectives.
In this response Teradata will respond to the following sections of the RFI for Personalized Healthcare:

· Concepts on anticipated approaches for the use of EHR and population- and community-based health care system databases for longitudinal data collection in addressing: 

· Evidenced-based clinical decision support 

· Anticipated applications of genomic-based clinical testing in medical decision-making, safety assessment, and risk management 

· Organizational or institutional practices to address ethical, legal, and social implications regarding the use of patient information, including genetic data, to support personalized health care 

· Examples of utilizing large clinical data repositories for practical clinical research to discover effective technologies, therapeutics, diagnostics, and prevention strategies for different populations 

· Issues and challenges associated with incorporating genomic information as a part of a broad longitudinal data collection 

· Needs for community-wide standards or best practices that will facilitate large-scale data integration and exchange to benefit personalized health care 

· Development of ontologies across different clinical data repositories that will facilitate the utility of the data for answering clinical research questions 

· Examples of the use of disease registries to track specific diseases and response to drug therapies across different subpopulations 

· Strategies for accumulating patient data necessary for research that may not be available through EHRs 

· Opportunities and challenges for the development of electronic tools to aid in the integration and analysis of large datasets of clinical parameters to assist in outcomes evaluations

As a response, this paper will describe how Teradata can effect and or enable changes occurring in the health care environment that may have an impact on the future of personalized health care, the electronic record, health information technology (IT), public health information, clinical resources, financial impact studies, population impact data, disease tracking, genetic and molecular medicine, with specific reference to incorporating these capacities in evidence-based clinical practice, health outcomes evaluations, and research into a single data structure that can viewed as a single version of the truth to inform medical decision-making.  A Teradata platform can assist with many of the issues HHS raises; these are highlighted in pages 1 and 2 of this document.
Teradata can today provide a platform and an environment that can meet many of the requirements of HHS as they are defined today. The diverse systems that researchers collect and analyze data to capture and understand genome specific information such as SNP, Gene Expression, and Sequencing, patient studies, ambulatory trends, adverse events, global disease outbreak management and tracking, care reimbursement, financial impact studies, public health impact studies and such have the commonality of being captured to a data base. Teradata has reviewed many common data base engines for genomics, clinical studies, payer, provider and others and is convinced that a centralized approach to bring all the data together for a holistic view of the health of mankind would advance research, science and healthcare beyond the questions that we know to ask today. Equally important, a Teradata solution can easily scale to meet the informational needs of HHS and this PHC enterprise for a community-wide utilization. We will touch upon the governance needed to create standards or best practices that will facilitate large-scale data integration and exchange to benefit personalized health care. 
Wikipedia defines epidemiology as “the scientific study of factors affecting the health and illness of populations, and serves as the foundation and logic of interventions made in the interest of public health and preventative medicine.” Epidemiology is “considered a cornerstone methodology of public health research, and is highly regarded in evidence-based medicine for identifying risk factors for disease and determining optimal treatment approaches to clinical practice.”
In this response Teradata will present the Teradata technology, professional support and examples of the many partnering organizations that also serve as enablers of an epidemiological approach to epidemiological informatics with Teradata being the engine to drive the vision. 
How can Teradata enable the transformation of multiple databases and lower the total cost of ownership by reducing the cost of maintaining multiple disparate databases? Teradata is a one-stop shop in the EDW world, providing a totally integrated solution consisting of hardware, operating system, and database software. Teradata has developed these core components to strategically parse large data sets across system processing and storage resources. This translates into an uncommon level of performance while protecting the system investment with linear scalability. Teradata is the only database management system that can support data management, perform large numbers of concurrent, complex queries, and scale linearly, while providing leading-edge cost effectiveness and value to its customers. And we’ve developed and installed more than 1,200 enterprise data warehouses across industry and governments worldwide – more than all other suppliers combined.
We present an integrated approach to PHC’s needs of rapid and facile data collection from a variety of sources, consolidation of that data in an optimal form for analysis, and provision of a platform that will permit rapid and efficient analysis of events so that they can be appropriately and rapidly responded to.  These capabilities are available today, and have been well proven in a broad variety of commercial and government environments.  

Teradata is experienced in and provides today data acquisition and relationship management, database design and management, hardware and software solutions for enterprise data warehousing, hardware integration and deployment, software development and implementation, high security, expertise in efficient extraction of knowledge from data, business intelligence expertise, technical infrastructure support and maintenance, expert advisory services, and transition management. All of these are critical components necessary to having a smooth, end-to-end PHC operation. 

There are several issues with the current PHC environment that we well understand and have expertise to address:  First, HHS needs integration, so that data can be quickly collected and assimilated; Second, HHS needs the data to be readily analyzed, by a variety of investigators who may be widely separated; Third reporting must be facile, and include a variety of triggers and thresholds.  Fourth, security and privacy must be preserved in accordance with HIPAA and other regulations. The main goal is to expedite event recognition and response coordination among federal, state, and local public health and healthcare organizations by securely and timely providing all prompt access to the data and to its analysis.  As the data collection will rapidly become immense, it is important that the platform be capable of holding such large amounts of data, accreting it from a variety of feeds in real-time or near real-time, and of most efficiently retrieving and analyzing it.  There is little or no value if the systems choke, or if data is unavailable because of loading issues or unreliability.

Centralized Approach

Centralizing data has been a key enabler for leading retailers, manufacturers and financial services companies to become “game changers” in their markets. Taking a centralized approach to their enterprise data supports the complex integration, data quality and decision-support needs of leading businesses. With a centralized approach, it’s all about getting the data right. From this foundation, thousands of users in commercial enterprises, in their extended enterprise, get their answers every day to questions on profitability, supply chain analytics and utilization. Similarly, users in the government space, such as the State of Michigan Health and Human Services Department and the USPS, get answers on utilization of resources, how customers are serviced, fraud and abuse, and long-term trending of financial outcomes. The centralized approach has been implemented by many of the most admired organizations in and outside of healthcare because, in comparison to distributed approaches, it delivers the most business value, highest performance, most flexibility and lowest total cost of ownership (TCO) at the lowest risk. By building a flexible structure that contains all of the data at the detail-level from the beginning, the enterprise will be able to address new business needs as they are identified, without having to compromise or restructure the underlying data. As needs change and evolve, hierarchies can be easily changed without expensive rework of the foundation. Focusing on the data provides the starting point for a solution that is incremental, manageable and simplifies the enterprise rather than adding complexity to it. Indeed, key benefits of employing a centralized approach include:

· Improved flexibility and lower TCO in integrating and maintaining disparate systems;

· Expanded analytical capabilities and data quality; and

· Improved security and privacy of data.

But the data for the entire HHS Personalized Healthcare Imitative (PHC) will most likely not be stored and accessed from a single, national, centralized data warehouse. While a centralized approach is technically and politically feasible for Fortune 100 corporations (and some other nations’ health information networks), it is technically but probably not politically feasible to have a single, centralized data warehouse for the United States. Centralization, however, is both beneficial and – potentially – politically feasible at every level of the building blocks of the PHC. Public, private and military health systems, regional health information organizations (RHIOs), public and private research and surveillance agencies, as well as federal and state-level healthcare financing organizations would all benefit from each taking a centralized approach with their data. Organizations comprising the building blocks of the PHC should seek to centralize to the highest level politically feasible. Because of the inherent benefits of taking a centralized approach (and the inherent limitations of taking a decentralized one), organizations at all levels of the PHC should first seek to centralize data they access. In some instances, gaining acceptance of all involved stakeholders will not be possible. These organizations – by taking a decentralized approach – will choose to sacrifice capability, flexibility and cost of ownership for politically expediency.
We propose for HHS an environment consisting of two enterprise data warehouses to which data will be accreted from the various sources.  These data warehouses will serve as load balanced backups to each other, each fully and independently capable of handling national workload (although perhaps with somewhat reduced performance), with data mirrored between them for redundancy.   The Teradata platforms that comprise these will be scalable and expandable, with capability to use multiple hardware versions as needs grow (thus avoiding the expense of floor sweeps).  Expertise on HHS and user (e.g., hospitals and State health care agencies) needs and capabilities will assist staff in providing support to those users.  Expertise on business intelligence tools and methodologies will assist in developing and enabling prompt decision support from the platform for users.
The data warehouses will require a development, test, and integration environment.  This too would be on a Teradata platform; however this system would be much smaller in size and capacity, but would be necessary for any pre-production effort.  Production would exclusively be on the data warehouses (A and B) in the attached figure.
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Figure 1.  Idealized model of an HHS Data Environment.   A and B are Teradata Centralized Data Repositories.  Various users are both feeds and users of the data in A and B.  A and B, while physically remote, can provide backup operational capability for each other, for all users, should a disaster befall one of them.

Defining the Centralized Approach

The centralized or enterprise data warehouse approach is characterized by a single, enterprise-level store of atomic-level detail data from all relevant source systems, using a normalized data model that allows for ad-hoc discovery and drill-down analysis by multiple user groups. The centralized approach can scale linearly to serve as the single, unified data infrastructure to support local, regional, organizational or even national interoperability and “single version of the enterprise” analysis.
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Figure 2.  Centralized Topology

Components of the Centralized Topology

The components of this topology include (see Figure 2):

■ Transaction Systems and Data are the “feeder” systems that provide data to the warehouse. In the context of the health system enterprise, these systems could include inpatient and outpatient EHR systems and the various enterprise and departmental clinical and administrative legacy “transaction” systems. In the context of a local or regional collaborative or RHIO, the feeder systems would be the participating organizations’ EHR systems.

■ Data Transformation consists of using industry standard ETL (extract, transfer, load) tools to cleanse and move data from the transactional systems to the data warehouse. Common ETL tools include Informatica and Ascential.

■ Data Warehouse: The heart of performance and scalability for the enterprise architecture is a massively parallel processing database engine. Better performance and linear scalability result from unconditional parallelism. The reason is the parallel database will split apart each SQL query spreading the workload across all of the units of parallelism available to it, thereby balancing the work of all the system resources. In order to offset these differences, conditional parallel databases will do a number of performance enhancing tasks, including partitioning large tables, providing hints, reorganizing the data, de-normalizing the schema and distributing data across multiple database servers. A decentralized approach builds boundaries around the adaptability of the system, and causes the development and maintenance costs of the system to increase considerably.

■ Normalized Logical Data Model: A normalized logical data model (LDM) is a blueprint that maps healthcare business processes and functions. Operational systems throughout the enterprise are mapped to the LDM and feed the data warehouse directly. Because a normalized model maps business processes and functions – and not legacy systems – it is application agnostic, able to work with any or all of an enterprise’s applications.
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Figure 3.

Defining the Decentralized Approach

In contrast to the centralized approach, the decentralized approach maintains multiple, duplicate physical versions of the data in an enterprise. Typically, decentralized architectures are built from the bottom up, bring together the physical data from the enterprise’s source systems in a central hub, and break the data into “marts” or subsets of the enterprise data to meet the analytic needs of various users. Many legacy EHR systems employ a distributed or “hub and spoke” topology. This approach takes significant time and cost to implement and maintain, is inflexible in supporting system and user changes, 
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Figure 4. Decentralized Approach

and – inherently – leads to limitations in analytical capabilities and complicates data quality issues. Figure 5 illustrates a typical distributed or hub-and-spoke topology.
     Data Mart 
       Centric
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Figure 5.

Centralized Approach Benefits

Achieving the overarching goals of the Office of the Health Information Technology Coordinator – informing clinical practice, interconnecting physicians, personalizing care and improving population health – will require more than just being able to transact health information between and among healthcare stakeholders. At all levels of the PHC, achieving these goals will require the ability to flexibly, securely and cost-effectively bring together disparate systems, to gain insight from unconstrained analysis of massive amounts of atomic-level structured and unstructured information, and to activate this information in improving the safety, cost and efficiency of care. The topology that an organization chooses will directly impact the cost, flexibility, analytic capabilities and even capacity to achieve these goals. Some of the benefits of choosing a centralized approach and some of the inherent limitations of choosing a decentralized one include:

Reduced Time, Effort and Cost in Integrating and Maintaining Disparate Systems
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Figure 6. Pros and Cons to Centralized Topology
Unlike approaches that require building and maintaining interfaces between and among all of the applications in an enterprise, the centralized approach integrates disparate systems at the normalized data model level. This drastically simplifies the architecture, extends the life of legacy applications and supports the use of a variety of best-of-breed applications in the enterprise. Further, because integration takes place at the data model (versus between and among many applications), application changes do not typically require complex and expensive re-architecture of the system (and construction/changes to interfaces) to support. For a health system, this means that supporting (and making interoperable) the various enterprise and departmental systems (used by the various stakeholders in the system) that comprise the EHR is as easy as mapping each of these systems to the LDM. This is much quicker, simpler, less disruptive and less costly than mandating a single system/set of systems for enterprise use and/or establishing and maintaining/updating strict data standards among all stakeholders. Replacing legacy systems can occur at the pace of the organization’s needs and need not occur as part of a

“big bang” upfront implementation. Two key criteria for selecting a data warehousing approach at all levels in the PHC will be the price performance, flexibility and TCO of that technology. The centralized approach has proven to be superior in both of these regards. 
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Figure 7. Centralized Topology
Each arrow on the topology diagrams in Figures 7 represents an IT process that must be implemented and maintained for the lifetime of the system. Each arrow represents dedicated staff, cost and risk. There are dramatically fewer arrows in the centralized topology than the distributed or hub-and-spoke one. Further, the centralized topology does not have arrows between and among the various feeder transaction systems. This means that, unlike in the hub and spoke model, replacing a legacy system or adding a new system does not impact each of the complex interconnection of interfaces in the hub and spoke. In addition, the centralized topology eliminates all of the cost associated with the data marts and operational data stores in a hub-and-spoke topology – a huge component of ongoing IT costs.

Expanded Analytical Capabilities

Organizations collect and aggregate data to gain insight and achieve business value. The role of the enterprise intelligence designer is to minimize boundaries in achieving this goal. While the IT costs of choosing the wrong infrastructure can be great, the greatest cost of implementing the wrong architecture will be the opportunity costs that result from these boundaries. As much as 95 percent of future needs may be undefined early on. The key is continual expansion and flexibility. By building a flexible structure that contains all of the data at the detail-level from the beginning, the enterprise will be able to address new business needs as they are identified, without having to compromise or restructure the database. As needs change and evolve, hierarchies can be easily changed without expensive rework of the foundation. The ultimate goal for informing clinical practice is to provide the full breadth and depth of insight of the medical community in a format that is useful at the point of care and for deeper clinical decision support. This requires a centralized topology and data warehouse technology that supports both horizontal and vertical views and the entire continuum (transactional, tactical and strategic DSS) of queries. OLTP or transaction-based systems (and associated distributed topologies) alone cannot support concurrent insight on these three types of queries. 
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Figure 8. Evolving Toward Active Data Warehouse

Activating the Data (Figure 8) describes the evolution of data warehousing toward the goal of active data warehousing (ADW), where event-based triggering takes hold and the data warehouse takes on a mission critical role in automating decisions and pushing insight to the front-lines of an organization. Two prerequisites for evolution toward ADW are having a central store of enterprise detail-level data and data warehousing technology that can support the extreme performance, scalability, availability, and data freshness needs of this type of workload. Adopting a decentralized approach by extracting data from the central store limits this evolution and the ability of any database technology, no matter how robust, to evolve to this state. Summarization, or making only a portion of enterprise data available at above the health system level, also limits the ability to accurately gain insight from data. Think of a bank producing a monthly bank statement that records checking account activity. If it summarizes the total amount of deposits and withdrawals, being able to tell if a certain check had cleared would not be possible. That would require detail data. 
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Figure 9.
Improved Security
A centralized data warehouse is much simpler to secure than dozens of heterogeneous data marts. Indeed, many industry analysts and leading healthcare and financial services organizations agree that an enterprise data warehouse is the preferred implementation model, and among that model's many virtues is the fact that a centralized data warehouse's security is simpler and less expensive to manage, while providing higher levels of security and consequently greater protection of privacy of PHI.

Security and privacy are also major drivers of simplification. Imagine proving the implementation of a privacy policy to auditors when customer information is scattered among a dozen or more separate systems in a distributed topology. Data is dispersed, access control is difficult to prove and accuracy of privacy-related controls is difficult to ensure as the data is transported and transformed. Privacy and security policies are much easier to implement, manage, log and audit when there is only one copy of the data and one physical place it is accessed. 

Where in the PHC Does Centralization Make Sense?
As we have described, taking a centralized approach to building the data infrastructure provides cost and capability advantages over alternate approaches. Consequently, organizations at all levels of the PHC – from the health system on up, should seek to take a centralized approach wherever politically feasible. Centralizing data requires a greater level of trust and cooperation among the stakeholders in an organization than a structure in which organizations only share an extracted portion of their data. Gaining this level of cooperation is simplest in centrally led organizations (in healthcare and otherwise) and most difficult in settings where intense competition or distrust exists between stakeholders. Organizations must weigh the benefits of taking a centralized approach against the ability of the stakeholders in the organization to cooperate and the cost and capability trade-offs of a decentralized approach against the political expediency of not physically sharing data.

Commercial Health Systems and Networks

The centralized approach is both beneficial and politically feasible for the nation’s for-profit and not-for-profit health systems. Even for national-scale organizations despite the regional or local orientation of the stakeholders in these organizations, if the leadership of an organization seeks to gain both universal EHR adoption and a “single view of the enterprise” among the various institutions, clinics and individual physician practices in the organization, then the centralized topology would be both politically and technically feasible.

ASP EHR Vendors

A growing trend among EHR vendors is to outsource hosting of EHRs for multiple providers to a single application service provider or ASP. Centralizing the data for all clients that such a vendor serves simplifies system management and interoperability and provides the capacity for collaborative analytics not possible with physically separate data structures. 
Federal Health and Military Health System Interoperability 
The centralized approach would meet the goal of coordinating and making interoperable the various federal health information systems (e.g. VA, MHA, IHS). The hierarchical leadership structures of federal and military health systems are conducive to the cooperation required for physical data sharing. While EHR adoption among these organizations is far greater than among non-governmental institutions, the systems, standards, metadata and progress in implementing these systems varies greatly. The effort that would be required to link all of these systems using interfaces would truly be monumental (to mention nothing of the effort required to maintain this infrastructure). Centralizing the data for each of these systems would speed enterprise interoperability and greatly expand analytic capabilities. 
Local, Regional and Rural Health Cooperatives and RHIOs 
The building blocks of the PHC will be local, regional and state level cooperatives and RHIOs. These organizations will be composed of the payers, providers, purchasers and others that share the goal of improving the quality, safety and efficiency of care delivered in a region. If a close enough level of collaboration and trust exists among the various stakeholders in a community or region such that they feel secure in physically storing their clinical data together (while, of course, providing organization and role-based access control measures to the data), they can concurrently achieve EHR adoption and interoperability. While several state RHIOs have announced that they will be pursuing a centralized approach in building their data infrastructures, this approach might be particularly attractive for a group of, for example underserved or rural, healthcare organizations that seek to gain the benefits of EHR adoption while sharing the cost of implementation, maintenance and interoperability with other organizations.
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Figure 10.
The above (figure 10) is appropriate in that ten years ago RHIOs, as “Information Brokers”, did not exist.  We forecast that as healthcare becomes more information centric, and as beneficiaries and patients become more involved with their own healthcare (one of ONC’s goals), the landscape for healthcare delivery will change.  Payers, who have for more than fifty years been a primary player will become sidelined and new “Information Brokers”, such as RHIOs, will become central players with patients and with providers.  The import of this is that “Information Brokers” will optimally (because they are driven primarily by cost) develop centralized databases to hold clinical data on behalf of patients.  We expect that a blended model, of federated “Information Brokers”, each having centralized repositories of clinical PHI, will exist.  To ensure and support public health, we expect that information will need to be assembled from those repositories to a central site for analysis.  That central site is what we propose above for HHS, consisting of two main repositories, A and B, to allow redundancy and robustness.
Research and Surveillance Agencies 
Implementing a centralized approach would help achieve the goal of unifying public health, research and surveillance architectures. The centralized approach is unsurpassed in supporting integration of massive amounts of data from multiple systems into a “single version of the enterprise” and pushing analysis of that data out to the appropriate stakeholders in time to take action (activating the data.) Having detail-level data would allow the optimal use of neural network and other predictive modeling technology to improve the accuracy of analysis and reduce the occurrence of “false positives” inherent in summary data. Moving away from a centralized model for unifying public health infrastructures introduces data timeliness and quality issues. As in business, this speed to insight is especially important in the context of public health, where hours can mean lives. Studies by Rand and others have found the dissemination and practice of best-available evidence is woefully slow and inconsistent.

A solution to the goal of accelerating research and dissemination of evidence should, thus, address the dual issues of gaining insight from data and integrating that insight into the workflows of clinicians in the field. Centralized warehouses designed for answering any question at any time without the associated time, effort and cost of replicating and analyzing data outside of the warehouse (i.e., building a dedicated data mart), clinical researchers are free from technological limitations in gaining insight from their data. And having detailed – atomic level – data available for analysis does not force researchers

to limit the scope of their data and analysis before they begin (as is common in the decentralized approaches that advocate separate data subsets or “marts” for reporting and analysis).
Necessary Function 1: Data Acquisition
A major dilemma HHS faces is how to efficiently deal with large volumes of incoming data from disparate sources, much of which is personal citizen information, such as protected health information (PHI).  PHC will require massive data source acquisition management.  Teradata already provides many commercial customers, including the largest retail and internet sales organizations, the capability of accepting massive amounts of data from various locations in essentially real time, centralizing it into an optimized and scalable framework in a form ripe for analysis of the type germane to exploring, understanding, and modeling health events (third normal form is best for ad hoc queries).  Teradata is thus able to provide real time bio-surveillance and health situational awareness with robust hardware and software, high availability, and operational survivability.  These proven, unique capabilities offer fast performance, many concurrent complex queries, event monitoring and triggers, easy integration into the enterprise, simplified system management, and unparalleled support of both short, operational workloads and longer term strategic workloads.  The largest enterprise data warehouses in the world now depend on Teradata to efficiently provide for their information needs.  Teradata platforms offer true linear scalability and ability to import and export data from host-based and client-resident data sources (including mainframe 
host databases, enterprise server databases or departmental data marts).  Teradata load and unload utilities support flat files, named pipes, OLE DB providers, IBM MQ Series and special input/output module (INMOD/OUTMOD) routines for customized data preprocessing steps.

For near real-time data currency requirements Teradata also has a continual loading process utility, called TPump, All Teradata utilities have built-in recovery and restart capabilities in the event that a data source feed fails in the middle of a data load.  Teradata Utilities can eliminate the complexity of moving data from the source to the database platform by loading data directly from the source into the table with no intermediate files, data transfers, staging areas or pre-allocated database space.   

Teradata supports a parallel Extract, Transform and Load (ETL) environment that reduces the cost of building and maintaining the warehouse by providing an easy to use single SQL-like scripting language that performs all aspects of ETL processes.  It offers an open environment with a set of APIs that enable custom integration of third party ETL tools such as Informatica, Ascential, and Sunopsis or user written [image: image1][image: image33.png]transformation operators.  Teradata tools take full advantage of the parallelism and scalability built into both the platform and the database by using all available data paths and system resources to acquire and place the data in target tables as quickly as possible. In summary, Teradata is already well familiar with integrating data from multiple disparate sources.

Necessary Function 2:  Data Analysis

Teradata’s forte is parallel, scalable enterprise analytical modeling within the Teradata Database, reducing data mining cycle time and providing faster delivery of bio-surveillance and health situational awareness information into the hands of decision-makers.  Teradata Warehouse Miner is a tool which performs many of the data mining functions within the database itself, enhancing performance and providing the scalability required to build analytic models for the complete databases, not just simple data sets.  Teradata also partners with third party data mining specialists such as SAS and KXEN to make their tools more efficient and increase performance.

Today, many data warehouse users are turning to data mining as a way of breaking through the limitations of traditional query tools and analysis techniques.  Data mining shifts a portion of the analysis burden from the human being to the computer, enabling the discovery of subtle relationships in data previously unrecognizable with user-driven query tools.  Data mining is a multi-step process of discovering meaningful new correlations, patterns and trends by sifting through large amounts of data stored in the data warehouse using pattern recognition technologies and statistical and mathematical modeling techniques.

Teradata is able to provide trigger events and event detection functionality so that as particular data is detected during the load process appropriate personnel are alerted. 

Being able to run analytics with appropriate security and privacy constraints are intrinsic in the Teradata Solutions Methodology (TSM).  TSM is a proven, patent pending approach to data warehousing based on integrated processes and customized tools refined at the world's most successful data warehouse implementations.  TSM includes data modeling (identifying data fields that reveal customer identity, identifying data fields containing personal data, identifying data fields containing “special categories” of data, and adding “consent” flags for individual privacy preferences that are tied to personal data fields and their uses.  Implementation includes the definition of Virtual Views which make personal data anonymous for analysis purposes.  For example, patient identity fields can be screened out or excluded, yielding only what a particular user is allowed to see based upon his/her access rules.

Database Virtual Views 

Database views can restrict the rows and columns of data that users (or groups of users) are allowed to access.  Views are part of the SQL standard and can be thought of as virtual tables that can be accessed as if they were physical tables to retrieve data from the database.  Views are defined to reference columns or rows from underlying views and/or tables.  A view does not actually contain data and is not necessarily materialized until a SQL statement references it.

Views are used to provide users with their own logical view of the data within the database.  Different security policies and associated access rights and privileges can be established based upon the data elements that are visible by each view.
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Figure 11.

Teradata Database support for views is particularly high performance (as compared to competitive database systems) in that the optimizer generates optimized SQL for selecting the appropriate columns and rows from the underlying base tables.  Additionally, query access through views can generate very complex SQL expressions, which further exploit the inherent parallelism of the Teradata Database architecture.

Best of Breed Analytics

The Teradata Data Warehouse architecture allows for a best of breed approach for Data Analytics. Third party Data Analytic vendors such as Hyperion, SAS, and Business Objects can easily be used on the underlying Teradata Database as the basis for the analytic queries. 

For example, Hyperion and Teradata Hybrid Analysis will provide:

· Immediate access to aggregate data for high-level multi-dimensional analysis. 

· The ability to transparently drill back into the EDW for detailed transaction level data that drives more in-depth analysis.

· Access to all relevant enterprise data through the same tools your business users work with every day, such as spreadsheets, dashboards, and formatted reports.

Teradata’s comprehensive 3rd Normal Form (3NF) logical data model (LDM) is specifically designed for health care – this hcLDM includes payers, providers, clinical data, and integrated delivery networks. Teradata health-care data modeling covers a broad spectrum, from claims to clinical information, and is designed to support industry data standards, including HL7 and ANSI ASC X12, while also supporting standardized reporting requirements such as HEDIS, JCAHO, and NUBC.   

Teradata’s Active Data Warehouse or Active Enterprise Intelligence capability in concert with the Teradata partnering organizations enables and provides a platform and solution for situational awareness, health situational awareness, and supports complex analytics, modeling, and real-time decision-making.  Teradata serves the federal government market, delivering solutions that support public sector entities in their delivery of information, benefits, and services to their constituents.  Teradata is brining our decision support solutions to DoD organizations specifically in areas such as:

· Logistic Management

· Financial Management

· Personnel Management

· Facilities Management 

· Program Management

Teradata has deep knowledge of HHS and its user community and will provide subject matter expertise that is invaluable in dealing with the users, collecting requirements, and developing appropriate solutions. Teradata is presently bringing decision support solutions within HHS and our partnering organizations provide exemplary management support services including business process reengineering, IT transformation and strategy, organizational change leadership, business case development, and performance management.
As requirements for massive amounts of detailed data have grown, Teradata has increasingly been the optimum choice for such enterprise systems because of its ability to effectively store, access and manage extremely large data volumes. Teradata’s automated data management and configuration features, ease of upgrade capabilities, and industry leading scalability and query performance provide a significantly more robust data warehousing environment while allowing lower overall total cost of ownership. More importantly, Teradata is the enabling technology that allows our customers to concentrate on the overall business value of unlimited storage and access to data in the enterprise without the limitations currently imposed by other technologies. 

The Teradata database, the world’s most powerful relational database for decision support, is the foundation for Teradata data warehouses and analytical applications. Its parallel architecture and robust decision support optimizer easily handle ever-increasing user needs, data volume, and query complexity, providing growth without boundaries.

Data warehousing requires a unique set of skills. Most important is the ability to translate business goals into technical requirements that deliver projects with proven payback. Teradata Professional Services consultants specialize in performing and coordinating all aspects of data warehousing strategy, design, and implementation to pinpoint the quickest path to ROI. This means that data modeling, extract/transform/load (ETL), system architecture, and all other aspects of data warehousing are managed as components of a larger project not as individual projects that HHS must coordinate.

Built on a proven, world-class methodology, Teradata Data Warehouse services support data warehouse strategy development, planning, design, implementation, support and enhancement. Over 2,000 consultants, with an average of 15+ years of experience, deliver Teradata solutions in 130 countries.

Necessary Function 3:  Data Reporting
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Teradata provides for robust Data Reporting.  Teradata works with all major BI tools (e.g., Business Objects, MicroStrategy, etc.) to allow easy construction of reports and both canned and ad hoc reporting.   In order to improve the nation’s capabilities for real-time biosurveillance and health situational awareness, data will need to be acquired, aggregated, and analyzed, with the resulting knowledge made readily accessible, understandable, and available for “what-if” analysis, with all aspects being performed in (near) real-time.  To achieve a real-time or near-real-time data warehouse that supports frequent data loads and ad-hoc queries with minimal or no reduction in performance requires Teradata’s Active Data Warehouse (ADW) architecture.  

Active Enterprise Intelligence is a business strategy to integrate intelligence throughout the enterprise, aligning strategic decision making with operational execution through a single source of data.  Active Enterprise Intelligence is realized through Teradata’s ADW, an extension of the Enterprise Data Warehouse (EDW).   It thus shares the same foundational concepts of a centralized, integrated data warehouse, with all of its performance, scalability, availability, and manageability.  IF MSOWS_DiscussionOff "" "
" Teradata’s ADW includes new “active” functionality in the area of reporting, including active access, active events, and active enterprise integration.

For data reporting to be near real-time, the data warehouse needs to be able to deliver results with a predictable near-real-response time in a mixed workload environment.  Active Access is the ability to consistently access analytical and informational intelligence quickly in support of operational business processes. A system with real-time data typically has a tremendous increase in the number and complexity of queries and additional frequent loading of the data.  This can cause an ordinary data warehouse to have performance issues, which would negate the efforts of real-time data load and analysis. The difference between Teradata and other databases is the ability to dynamically manage the system resources to deliver near-real-time information, achieving consistent, fast response times for tactical queries in addition to supporting heavy mixed workloads running concurrently in a centralized, integrated ADW.  

The benefits of real-time data acquisition and analysis will also be negated if the data needs human review to determine if an action needs to be taken, and if so, what.  Active Events automatically detect an event, apply rules against current and historical data, and initiate operational actions when appropriate.  This enables enterprises to reduce the latency between event identification and action initiation. The Active Event goes beyond basic event detection by initiating acquisition of analytical information to determine the relevancy of the event and optimum action.  By combining exception processing and analytics, front-line workers are only alerted when necessary.  When the notice of “something important needs your attention” arrives, the end user is also presented with pre-calculated alternatives or insights into the most appropriate action.  The analysis done for them may prescribe the best course of action or give them the top alternatives from which to choose.

Teradata has numerous features, components and partnerships to support implementation of Active Events within enterprise systems and processes.  This includes Teradata detected events as well as events detected in the enterprise message bus, rules engines, or other applications.  Teradata provides enhanced technical capabilities to identify and act upon events; e.g. triggers, stored procedures, user defined functions and a unique queue table feature.

Active Enterprise Integration is the integration of the Teradata ADW into the enterprise business and technical architectures, especially those that support front-line business users, partners and customers.  The business benefit of Active Enterprise Integration is simplifying the task of linking the intelligence from the Teradata ADW into the enterprise applications and business processes.  Cost of deployment and time to value is dramatically improved through pre-built components and pre-tested vendor integrations.  Additionally, leverage of contemporary technologies and leading ISV partnerships ensures customers that Teradata can integrate into their enterprise architectures and evolve as the landscape matures.

Teradata’s Real-Time Enterprise (RTE) Reference Architecture serves as a blueprint for delivering Active Enterprise Intelligence.  It illustrates how the Teradata ADW can fit into the customer’s existing enterprise architecture.  This blueprint describes an assortment of technologies that can be used for integration of data, applications and users with business services within the enterprise and beyond.  Teradata also continues to invest in partnerships with leading EAI and BI vendors and supports integration with such products and technologies as:

· WebSphere Application Server, WebSphere MQ, WebSphere DataStage, WebSphere ii

· BEA WebLogic, Liquid Data, WebLogic Integrator 

· TIBCO BusinessFactor, BusinessWorks

· SAP NetWeaver, NetWeaver Web Application Server, SAP/NetWeaver XI

· Microsoft Biztalk

· MicroStrategy, Cognos, Business Objects

· Java and J2EE, .NET, and SOA web services

In particular, data reporting can be in the form of a time series analysis or geospatial display.  Location information and basic functions are possible in the ADW.  The ADW can also carry GIS information and extract it to process into maps.  Display capabilities of the geospatial information can be achieved through an integration with GIS products, and time-series analysis can reviewed through various Teradata visualization partners.
Patient Health Record

Another potential partner of Teradata is Thomson MedStat who has as part of their offering Advantage Suite. Advantage Suite also provides a convenient ability to drill to a patient-level health summary, the Patient Health Record, from any report containing person ID.  This provides the ability to drill down from a person-level report (e.g., patient action list, high cost patient list, diabetic patients list) to see underlying patient and claims detail information.  The Patient Health Record drill-down shows both summary patient information (gaps in care, demographics, summary costs, projected health costs, utilization history, and episode summary), as well as detail information on recommended care, medical/Rx claims and clinical lab results data (when available).  

The following screen shots and narratives illustrate the capabilities of the Patient Health Record.

Patient Summary Tab – this tab displays a high-level view of the patient, including the following;  

· Patient Demographics includes a patient demographics area where general descriptive information is shown (age, gender, plan, plan type and PCP Name).  

· Patient Cost Summary show a break-out of the patient’s cost, broken down by setting of care (Inpatient, Outpatient, Rx, etc.). 

· Top Drugs shows the top ten drugs used by the patient for convenient review.

· ER Summary shows any recent visits to the emergency room.

· Projected Future Costs gives the estimated or predicted cost of the patient in the next year, based on their past medical/Rx history of claims.  

· The Utilization “spark chart” depicts graphically the patient last 12 months of utilization, broken by setting of care.  It shows a ‘tick mark’ for each day where the patient had an outpatient visit, inpatient stay, or Rx claim.  This visualization makes it easy for reviewers to see the patient’s pattern of utilization and see recent areas of note, such as inpatient stays.

· Clinical Summary shows the top conditions by cost over the past 12 months for the patient, allowing the user to quickly understand which conditions are driving the patient’s costs and care.

· Gaps in Care shows any recommended care for the patient which claims history indicates the patient has not had (gaps).  Examples include mammography preventive screening or blood glucose testing for patient diagnosed as diabetic.  
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Thomson Micromedex Clinical References – The Medstat Patient Health Record contains links which provide ready access to physician-trusted, industry-leading clinical and drug reference information from Thomson Micromedex.  The application allows the user to search for either disease or drug reference information.  
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Recommended Care Tab – this tab displays detailed information regarding a patient’s preventive screening and condition-specific recommended care.   

· Preventive Services shows services that are recommended for the patient based on their gender and age.  The report shows whether the patient is up to date on the screening or not, and the date of the last preventive service, if known from claims data.

· Disease Specific Services shows services that are recommended for the patient based on their disease profile.  It indicates whether the patient is current on each test, based on evidence-based measures for the condition, and the date of the last service, if known from claims data.
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Episodes of Care Tab – this tab displays a high-level view of the patient, including the following;  

· Episode Summary shows a list of all the patient’s episodes, based on their claims history.  Episodes of care are constructed using Medstat’s Episode Grouper (MEG), a methodology that links inpatient, outpatient, and drug experience into clinically relevant episodes of care.  Since episodes capture and summarize the entire course of treatment for a patient for a specific condition, they provide a much more complete understanding of what happened during a course of treatment.   
· Medical / Drug Details are ‘hyperlinks’ on the Episode Summary table which allow the user to quickly drill into the detailed medical or drug claims that make up a specific episode.  
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Details Utilization Tab – this tab allows the user to navigate to detailed listings of medical, drug, and lab results data for a patient.  

· Medical Details shows a list of the patient’s medical claims history.  The list can be filtered and sorted (see below) so that the user can quickly get to the information they are interested in, as for some patients, this listing can be quite large.

· Drug Details is similar to the Medical Details list, showing all drug claims known from claims history.

· Lab Results Details is similar to Medical and Drug Details, showing lab results information when this information is loaded into Advantage Suite.
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Advanced Sorting and Filtering – these functions are available throughout the application to improve the usability and ease with which the user can perform various review functions.   

Advanced Sort 

· Advanced Sort function allows the user to select up to three of the columns on the associated table to sort on.  The user can select the order of the sort and whether each is ascending or descending order.
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Filter 
· Filter function allows the user to select an unlimited number of columns from the associated table to filter/subset on.  Once the user selects a column, they then select the Boolean operator and the value they wish to filter the list on.  Once applied, only the rows of the table that meet the filter criteria will be displayed on the table.  
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Patient Profiling Application

Medstat’s Patient Profiling application is an optional module in the Advantage Suite offering.  It is specifically designed for use by nurse administrators performing medical management triage of care/disease management patients, before they are put into work queues on in the case/care management operational system.  The module offerings a separate login for users and a streamlined application interface, providing only the functionality needed to fill the workflow needs of the intended audience.  Also included with the licensing of this application is the ability to customize the Patient Health Record outputs.

The application provides the ability for an organization to publish custom disease or care management patient lists, which can be used as the starting point in the triage process.  The basic workflow of this application is as follows;

1. Nurse/Administrator reviews the patient list, sorting and filtering as they desire to cull and prioritize the list.

2. The user can drill into the Patient Health record of any patient on the reports, by clicking on the Person ID number, to quickly review detailed information.

3. The user can then ‘flag’ patients by placing a check mark on that patient for additional follow-up or placing the patient into a disease/care management workflow queue.  

4. The user can then export the list of ‘flagged’ patients in a CSV (Comma Separated Value) format to external applications for use.  This step is useful in passing the list to the next step in the care management process.  

[image: image21.png]Home

Patient List _ Print__Help
THOMSON

e —— aovantach Suree T B e e
Patient Profiling

Selecti
Descriy

Diabetes

o Dbt ol Managernent displays, for each diabetic patient, thei projected annual costs, their total curtent costs, and results of clinical autcomes and
process measures, for the most recent DCG time period. This report is useful for identifying patients who are likely to cost more in the future, identifying
patients who have experienced an adverse outcome such as a hospitalization, and determining if patients with diabetes are receiving optimal care.

Applied Filter Criteri

Visits ER Epis Diabetes is greater than or equal to 1" and Adits Epis Diabetes is greater than or equal to I and Allowed Amount Med and Rx
is greater than '§10,000. nn‘

Export to CSV_| _Advanced Sort + | _ Filter + Rows 1..11 of 11
!wamamm 60133 §194,111.00  $30,133.00
279817402 7947 §5167500  §7.947.00 1 1 1 2 1
[ 279789604 4631 $45951.00  $4.831.00 1 1
230544504 3903 §2867499  $3903.00 1 1 4 6 1
O 515387102 3533 §24,15300  §35.338.00 1 1 5 5 4
260111302 7400 §20,12200  §7.400.00 2 1 7 5 1 4
027763305 5123 §1362336 9512300 4 2 1 2 1






MedStat’s Advantage Suite has been optimized on Teradata and is in practice today.
Necessary Function 4:  Supporting Public Health Response

To support Public Health Response requires that Teradata solutions be partnered with those of a major system integrator that can perform the additional functions supporting various State and local PHC partners, assisting them with usage and analysis of data so that they may adequately investigate events, provide outbreak response, and intervene to protect public health.  

Teradata acknowledges that the advances in medicine, biomedical science, and technology present opportunities for enabling health care practices to be increasingly patient-specific by taking into account individual differences in health states, disease processes, and outcomes from interventions. Often referred to as personalized health care, the desired impact of these types of health practices is improved effectiveness and safety of medical practices. These health benefits may be manifested through new approaches for predicting disease risk at an early time point, enabling preemption of disease processes prior to full manifestation of symptoms, analyzing the effectiveness of different interventions in specific populations based on their genetic makeup, and preventing the progression of disease and the related complications. 

Teradata Professional Services

Teradata Professional Services are a crucial component of a total solution, a solution built specifically for enterprise data warehousing. They are also part of a single-minded focus: empowering HHS to make more informed decisions. Taking full advantage of the experience and insight delivered by Teradata Professional Services will take HHS to the next level of data warehousing usage. For starters, it will deliver the project on time and on budget, and the EDW will grow right along with future needs and demands. Additionally, Teradata Professional Services will help identify and prioritize opportunities to improve the business, allowing HHS to establish meaningful metrics to measure the return on its technology investment.

Today’s complex enterprise-wide data solutions require sophisticated tools and specialized expertise – often from multiple sources. Teradata understands the importance of strong business partnerships in delivering end-to-end enterprise solutions, and developing these key partnerships is a cornerstone of Teradata’s long-term strategy. Driven by a tradition of knowledge growth, thought leadership, and unmatched commitment to excellence, Teradata partners with a wide variety of like-minded companies to develop and provide robust offerings that strengthen our enterprise data warehouse solutions. Teradata is committed to partnering with the world’s leading software and technology vendors, consultants, and systems integrators with global, cross-industry expertise in designing and implementing Teradata Warehouses and analytic solutions that deliver business value to you.

Deep Skills and Experience 

Teradata Professional Services consultants have deep technical expertise in data warehousing, business intelligence tools, applications, and data management technologies. In fact, no other solution provider has more experience with data warehousing implementations than Teradata. By precisely translating your business goals into technical requirements, we can create a customized solution that works. Our delivery model may also include resources from our Global Consulting Centers, staffed by Teradata consultants. These centers provide cost-effective integration of on-site and remote services and offer round-the-clock development that draws from all of Teradata’s robust internal resources to meet or even beat your schedule, all with a total cost of ownership that meets your expectations.

Pearson Government Solutions (hereafter known as Person) has been and will continue to be a company that Teradata teams with to deliver an end-to-end solution. For more than 20 years, Pearson has provided systems and services in support of government healthcare programs. Pearson has a proven track record of successfully designing, building, implementing and operating customer services  centers, web-based self-service, and underlying information technologies such as data warehousing in a variety of Federal and State healthcare settings. 

Person has a dedicated Health Solutions division that supports such agencies as the Centers for Medicare & Medicaid Services (CMS), Centers for Disease Control and Prevention (CDC), and other agencies within the Department of Health and Human Services. In addition, Pearson also support the U.S. Office of Personnel Management (OPM) in conducting its annual Federal Employees Health Benefits (FEHB) Annuitant Open Season. Pearson has provided healthcare support for the Department of Defense (DoD), the Department of Veteran's Affairs (VA), and other public health organizations, as well as collect data, create surveys, and provide testing for the commercial health market for a variety of applications. 

With our significant experience in the healthcare market, Pearson offers a wide range of capabilities within our data warehouse solution offerings. Pearson combine subject matter expertise with the power of Teradata technology to support our customers in protecting the health of citizens and providing essential human services. 
We take pride in the delivery of consistent, timely, and reliable health information.  We provide this information to a variety of consumers (general public, health professionals, researchers, public health community, and state and local public health organizations) and to beneficiaries, their caregivers and advocates.
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Phased Approach to ROI

Like many organizations, you’re probably faced with shrinking budgets and increasing expectations, forcing you to do more with less. As a result, large multi-year projects have fallen out of favor. Instead, you’re expected to show measurable value in incremental phases to maintain funding for upgrades, expansions, and new technology investments. Teradata understands that. That’s why our Professional Services teams in concert with our partnering organizations manage your project in 90 day phases, allowing you to showcase return on investment every step of the way. In addition, rolling out a data warehouse in phases allows you to continually fine-tune the project at meet challenging business priorities. And early deployment lets you begin recouping cost much sooner.
Proven Track Record and Approach
Teradata has been delivering data warehouse solutions to customers since the early 1980s.With more than 25 years of experience building more than 1,200 data warehouses, Teradata is the undisputed leader in enterprise data warehousing implementations, as evidenced by the myriad awards and recognition our customers receive from industry analysts and trade press. Our customers represent some of the best-known Global 2000 and Fortune 1000 companies and are leaders in their industries. In fact, our solutions power almost all of the top ten companies in industries, such as telecommunications, travel, transportation and logistics, retail, manufacturing, government, healthcare, and financial services. Teradata’s unique tools, techniques, and methodologies help our Professional Services teams deliver quality, excellence, and business value. For example, if you’re facing the challenge of quantifying the business impact of a Teradata Warehouse implementation, the Teradata Business Impact Models (BIMs) can help.

The Teradata BIM is a predictive mathematical model used to analyze the value of a Teradata technology purchase and build a business case. The BIM forecasts the impact of direct costs, reductions in indirect costs through new operating efficiencies, and the likely value of improved margins and sales volumes. Projections can be reported monthly, quarterly, and/or annually.

The Teradata Enterprise Data Warehouse Roadmaps (EDWR) and corresponding industry-specific enterprise Logical Data Models (LDMs) can help any enterprise cope with abundant data, compressed business cycle times, and constant economic pressures. Formal tools, such as the Teradata EDWR model and Teradata LDMs can map business opportunities and benefits to the technical work required to help your enterprise capitalize on a long-term investment by identifying options and making it easier to justify follow-on projects. Our customers demand disciplined project management and consistent and reliable data warehouse development. That’s what we deliver through our Teradata Solutions Methodology, which is covered by U.S. Patent 7,092,968. This methodology is a proven approach to data warehousing that relies on integrated processes, customized tools, and quantifiable metrics that demonstrate quality and value at every step of the process.

Total Cost of Ownership (TCO) 

The costs of a data warehouse solution are not limited to hardware/software acquisition costs.  For a given level of performance or given level of data storage, most customers look at the costs of software, hardware, and storage.  However, the total cost of ownership (TCO) for a data warehouse is comprised of other factors beyond system costs.  These costs include configuration maintenance costs, and operating costs such as DBAs, administrators, and so forth.  Additional costs associated with TCO assessments (speed to implementation, vendor data warehousing expertise, industry experience, data freshness, scalability, ad-hoc capability, etc.) are more difficult to quantify and are best evaluated through market research and reference checks.

When a complete TCO is examined, including implementation time, support costs, and data mart consolidation savings, Teradata is consistently judged to provide the best value.

Gartner, Inc. has published its 2006 Data Warehouse Database Management System (DBMS) Majic Quadrant which reports Teradata warehouse suite is positioned in the leaders quadrant based upon the “ability to execute” and “completeness of vision” of it’s data warehouse implementations (Magic Quadrant for Data Warehouse Management Systems, 2006 - Donald Feinberg and Mark Beyer).

Service-Oriented Architecture Implementation (SOA)

Teradata has worked with government agencies and commercial customers to revolutionize their business processes and technology solutions through Service-Oriented Architecture (SOA). SOA combines IT agility with business flexibility, meeting customer objectives through business-driven architecture. This combination creates a seamless collaboration by driving application development and integration among multiple organizations.

Our primary objective is to merge multiple silos of systems and data into a seamless, unified and global enterprise. By assessing the business and technical needs of a customer's architecture, we can determine and define services that best fit the requirements of the client's organization. We can then create a conceptual model of IT services, implementing SOA in an incremental, phased approach to minimize risk.

Introduction of Genomic Data to Personalized Health Care
More and more, government agencies are looking at leveraging technology and the strengths of business enterprises to help them meet current and future challenges. The whole genome information, when combined with clinical and other phenotypic data, offers the potential for increased understanding of basic biological processes affecting human health, improvement in the prediction of disease and patient care, and ultimately the realization of the promise of personalized medicine. In addition, rapid advances in understanding the patterns of human genetic variation and maturing high-throughput, cost-effective methods for genotyping are providing powerful research tools for identifying genetic variants that contribute to health and disease. Data sharing allows scientists to expedite the translation of research results into knowledge, products, and procedures to improve human health.

It is critically important that the privacy and confidentiality of the participants be protected and Teradata fundamentally provides security features so that all of the data including patient or participant identifier data can be saved and yet kept highly secure from those not authorized to see such data. Teradata believes that by maintaining all of the data  in a single centralized repository NIH will be able to prove beyond a shadow of doubt that the data originality is verifiable unique and traceable. 
Genotypic and phenotypic data that is shed of “all” identifying information is useful only for summary kind of review.  One can do summary kind of comparisons, such as “we can see that there is xx% variability in this gene”, or “evaluation of y samples shows that there is strong conservation of this region…”.  If the data is from one individual or “identified” to be from a clearly defined group of such individuals, one can connect phenotypic (developmental) information to the genomic data that allowed such development to proceed, but it is hard to do much else.  Alternatively, one can generically look at the proteins that are coded by the genetic information, and discuss interrelationships amongst coding regions, necessity for control fragments, etc.  The biggest challenge is to ensure that in any analysis the wrong assumptions are not made, that the wrong conclusions are not drawn.  In ethical scientific circles, this would not normally happen however, when data banks are widely disseminated, inappropriate conclusions may be drawn outside of those bounds (e.g., where financial benefit may accrue, such as to a particular drug company), and this is why privacy and security rules came about in the first place.  

A concern is that one cannot tell if there are duplicates of other data in the data set, because it is not clear from what individuals the data originally came from.  

Thus, for direct comparison information, one would like to understand where the data came from, and associate this with local variables, such as communities that have common genomic history, common phenotypic structures or history, etc., thus there is a lot of value in having some identifying information associated with the genotypic and phenotypic information.  This identifying information can be “de-identified”, so long as the data is present in encrypted form, and that there is a way to tell that source is separate and distinct from all others, or that different types of genotypic data have come from the same individual, and this information can be pooled, or used to discern internal consistency of the testing.  Teradata does a superb job of performing such “traceable” de-identification.  Actually, because of how Teradata stores information, the original data can be stored with its identifying data, and through how views are constructed, only those users who are specially authorized can see the identified information, or through UDFs (User Defined Functions which may be set only by security officers) can see “traceable” de-identified data, or perhaps can only see un-identified data.

The PHC solution must be a flexible, state-of-the-art data warehouse system that can be used in a variety of environments, accessed by a variety of users with a variety of security measures and that will meet stringent operational, performance, and reliability requirements on multiple levels.  Not only will the PHC solutions from Teradata interface with various other databases and systems to provide one current version of the truth but will adhere to NIH’s need for “Unique Data” (Data that cannot be readily replicated. Examples of studies producing unique data include: large surveys that are too expensive to replicate; studies of unique populations, such as centenarians; studies conducted at unique times, such as a natural disaster; studies of rare phenomena, such as rare metabolic diseases) Teradata can also provide the data and analysis capabilities needed to ensure processing accuracy and enhance decision-making.  The PHC needs a single, up-to-the-minute view of its operations, and a way to get at the data that matters quickly.  Our systems can enable the PHC to analyze patterns of genotypic, and phenotypic data and share information using market leading technology and best practices in a secure, highly reliable environment.  These are hallmark characteristics of Teradata solutions.    

Looking forward the PHC Data Warehouse could evolve to an Active Data Warehouse. Once populated with Phenotypic and Genotypic data, with an active data warehouse one may be able to ask not only questions of “what happened?”, or “what is happening?”, but to also ask “what may happen in the future?” based upon the historical trends that have been discovered from the data warehouse.

Preserving Privacy and Security of Data is Essential to PHC

The administrative costs of security can be considerable. Thus one needs to evaluate and determine the best, most cost effective way to secure the identifier data while tailoring the access of data to meet the user communities’ needs. Although HIPAA requires “de-identification”, and while one can encrypt everything at rest in the data warehouse, that is very costly to operate and additionally makes the management and protection of the crypto keys a high priority, human intensive task.  What Teradata offers is a very versatile solution that allows both ease of administration and lowest overall, over-time costs, encrypting only what needs to be encrypted at rest, and relying upon the security capabilities of the Teradata data warehouse itself to protect the crown jewels inside. Many Teradata customers incorporate what’s called “virtual views” of data to enforce privacy and security policy.  The actual data on disk is never visible by any user of the data, but access to the data is provided by a logical or virtual view of data that either segregates data fields or groupings of data.  For example, one may wish to allow a user or group of users to see only these particular elements for a given instance of genotypic data, or a user or group of users may see only these groups of rows.  In addition, certain elements may be nulled, encrypted, or de-identified through use of virtual views of the data.  As a case in point, retailers may allow manufacturers, through virtual views, to see data associated with products they have sold but not the sales of other competitive manufacturers, yet all manufacturers are accessing the same database for information.

Adding the Protegrity Secure.DataTM solution to a Teradata implementation assures compliance with many of the requirements outlined in the HIPAA  Privacy and Security Standards. It provides for compliance with the HIPAA privacy and Security Standards by providing for the definition, maintenance, monitoring and enforcement of security policies across an organization.

Protegrity's Secure.Data defines, disseminates, monitors, audits and enforces security policy. Once the risk assessment is complete and sensitive information is identified, the security policy can be defined in Secure.Data, distributed and automatically applied to the appropriate databases across the enterprise. Central management of activity and audit reports across databases ensures visibility and monitoring of sensitive EPHI (Electronic Protected Health Information).  
Privacy and Security Issues Surrounding Large Databases of Health Information

· Public trust is generally lacking for how PHI in government databases will be handled.  

1. A concerted campaign is necessary to improve public trust in how government handles PHI.

It is both curious and interesting that individuals appear to trust banks and credit unions to know a lot about their personal information, but have been far more suspicious of government’s ability to protect information.  This has resulted, for example, in Congress refusing to allow HHS to proceed with a HIPAA mandate to generate a unique individual identifier for every citizen or beneficiary.  That would smack too much of big brother, although it would permit ready matching of individual health records from anywhere in the country (the original HIPAA goal).

2. Government needs to put more and better resources into security of data entrusted to it.  

Government has not effectively proven its ability to secure personal information, rather it has frankly proven the reverse.  The recent GAO report on CMS shows that government has not invested sufficient resources in protecting citizen information.  This comes on top of the highly publicized theft of the information of 26 million veterans because the data was allowed to be kept unencrypted on a laptop, which got stolen.  The issue is simply one of people being permitted to break policy rules without being held accountable; without enforcement, and without people dedicated to doing enforcement,  bad things will happen again and again.

3. Trust is built over time, by small steps, and by expectations being repeatedly met.  Trust can be quickly destroyed by one incident, and will take a very long time to become reestablished.  Thus, it is imperative that no mistakes be tolerated.

4. Quality of Data

Some folks will lie about their identity rather than reveal that they have had a particular genetic screening—they do not want the results to be disclosed to an insurance company who might disallow them coverage for a fatal genetic disease, for example.  Thus, there is extreme sensitivity to genetic information, as there is to stigmas of HIV testing, STD results, and mental health issues.  Many States have extra laws covering how such specialized information must be handled, complicating the national landscape for HIE.  For example the Minnesota laws on authorization of disclosure cannot apply in Wisconsin, which has different requirements for disclosure—when expires, for what purpose, who can see, who can authorize.  This complicates and limits public health research.  Thus, quality of data may be suspect, if you cannot link a particular set of test results to the correct individual, and cannot cross-link behaviors and diet and age to test results.

· The lack of universal identifiers has prompted the creation of tools and services that perform statistical matching—making de-identification of data ever more difficult.

1. For example, the Bureau of the Census only publishes summary data that is binned, with at least some number, like 10, individuals in a zip code bin, to avoid individuals being identified.  However, with sophisticated statistical matching using a broad variety of data, for example, even if the identification information (name, SSNo., street address) is encrypted, simply knowing that the individual is male and was hospitalized over three days in 1999 in that zip code in some zip codes is all that is necessary to uniquely identify an individual.  Thus, de-identification is a perpetually increasingly difficult battle.  

2. There are liability issues if doctors make decisions based upon information in an electronic medical record, if the data actually is from someone different from the patient.  Some doctors prefer to do tests over rather than trust that some sort of statistical matching has given them data from the right patient.  Thus, ensuring that the patient and his data are matched correctly is a very high priority.

3. Since de-identification becomes more difficult, it is important that one not overly rely upon de-identification, but use a combination of high barriers that a miscreant must penetrate to get at the data and de-identifying only the most sensitive elements.  By using strong authorization and authentication techniques, one can reduce risk by only allowing the most trusted folks access to high sensitivity data, who can be trusted to not misuse that data.

· Technical solutions do exist for protecting PHI

1. It is more cost effective to erect high barriers around a large central repository of data than to encrypt all the PHI in it.  Encryption is expensive in compute cycles—it may cost 15 cycles to extract a single word, but it may cost 1000 cycles to decrypt that word.  

2. It is more cost effective to erect high barriers around a large central repository of data than to support many small data marts and to secure each of them with the same policy rules.  People have to manage all those data marts, and the possibility for simple errors or for illicit action multiplies with the distribution.

CMS, for example, has their data warehouse in a three tiered security structure, behind three firewalls.  Only database administrators and system administrators have regular access to the platform itself.  Users may only access applications that run on servers in the outer parts of the architecture.  CMS does not allow any desktop units inside of their firewalls, as these could become compromised.  The idea is to architect the environment so that users who are least trusted have the least access, and only a few highly trusted users (operators and admins of various sorts) can actually get to the machines directly.  Simply: Make it hard for smart people to do the wrong things.

3. Especially in large databases, having strong authentication of individuals accessing the information is imperative.  

From authenticated identities of users, one can readily impose role based access controls, limiting what data a user can see.  The major difficulty is with in person proofing, that is the initial authorization step in vetting that someone is who they say they are and can receive credentials appropriately to access PHI.  If the numbers of users are small and they are localized in one geographic area, this is typically not difficult.  However, it is people intensive, and becomes expensive if the number of users is well dispersed and there are many of them.  Thus, using the offices of an agency such as the Post Office or of the SSA becomes useful, as they do these enrollment tasks already for, respectively, the Passport Office and Medicare.  Management of authorization is the most expensive and difficult step.  Once someone is authorized, management of authentication, including prompt revocation of credentials, is technologically easier, and can even be done remotely.  Auditing is important, as part of credibility is ensuring that people with authority do not do wrong things.  This too can be manpower intensive, and illicit acts must be detected promptly and response must be prompt to ensure that trust is not eroded.  If  a user is well trusted, and  strong authentication (like 2-factor) authentication is required to see the most sensitive information, then it is not unreasonable that that user be allowed to regularly see PHI as part of his work.  Less trusted users can have role-based access controls (RBAC) give them only lower sensitivity data, such as de-identified data.  Many database engines have the capability to do RBAC.  Teradata’s tools are particularly robust, allowing users to only see “virtual views” of data, not the original database itself, based upon what roles they have been assigned to.  Thus, one very large retail Teradata customer actually allows some 10,000 of their suppliers to enter their data warehouse and manage their own inventory on the shelves of the stores, and each supplier can only see their own inventory, not those of any of the other suppliers.  When the data warehouse is very large, having efficient platforms that can handle that kind of workload is essential.

Authorization and authentication are proving to be the biggest problems States are having in implementing HIE.

4. KISS principle helps security.  

Keeping things simple, so that users have only the options you want them to have, no more, no less.  There are many books on the kinds of protections one can build into software applications and operating systems.  

5. The military has been doing sophisticated security for years.  There is a lot of experience out there.  Civilian agencies are now starting to make use of some of the military’s security tools.  However, there is not a culture of being secure; people all too often take shortcuts and leave themselves open to being hacked.  Thus, one must not overly rely upon technology, but must also institute processes that are easily auditable and self-correcting.  Meaning there must be real consequences for misbehavior, and rigorous enforcement of process.

Security of the Proposed PHC Active Enterprise Intelligence Platform 

The Teradata® Database supports many important features that are designed to enhance the security of an enterprise data warehouse. These security features include:

· User-level security controls.

· Increased user authentication options.

· Support for security roles.

· Enterprise directory integration.

· Network traffic encryption.

· Auditing and monitoring controls.

This section on security provides an overview of the security features and describes scenarios for their usage. This section will also discuss the independent evaluation of the Teradata Database to the International Common Criteria for Information Technology Security Evaluation (ISO 15408) standard.

Increased Public Attention to Security 

Increased public attention to security is driving the restructuring of security requirements. The role that IT will play in helping address these challenges will be significant. However, IT departments are under pressure to cut their operating costs, while being asked to improve and standardize information security. Teradata’s security approach will assist Teradata Database Security Administrators who are facing these new challenges. Legislated requirements, government regulations, and industry standards all result in a continually evolving security landscape. Following are examples that are driving increased requirements for data warehouse security across many industries and geographies:

European Union Privacy Directives

The principles established by the European Union (EU) Privacy Directives serve as the foundation for many international privacy and security laws. These directives require the use of appropriate technical and organizational measures to ensure confidentiality and security of processing of personal data.

Health Insurance Portability and Accountability Act

The Health Insurance Portability and Accountability Act of 1996 (HIPAA) mandates standards and requirements for maintaining and transmitting health information that identifies individual patients, and compliance is required by all U.S. health care organizations that maintain or transmit electronic health information. A Security Rule establishes specific security requirements for authorization, authentication, audit trail requirements, secure data storage and transmission, and data integrity. Gramm-Leach-Bliley Act The Gramm-Leach-Bliley Act of 1999 (also known as the Financial Modernization Act) requires that financial institutions adopt policies and procedures to provide for the protection of financial information that identifies individual consumers.

Such procedures must protect against any anticipated threats or hazards and protect against unauthorized access which could result in substantial harm or inconvenience to a customer. 

Sarbanes-Oxley Act 

The Sarbanes-Oxley Act of 2003 includes a number of reforms intended to increase corporate responsibility, improve financial disclosures, and protect against corporate and accounting fraud. While this legislation does not mandate the use of specific security controls, Section 302 does require that internal controls be established to protect data from both internal and external threats, and Section 404 requires that corporations report on the effectiveness of those controls. Also, Section 409 requires the disclosure of any material changes to the financial condition or operation of the company (potentially to include a major security compromise).

Personal Information Protection Act (Japan)

The Japanese Personal Information Protection Law requires that companies operating in Japan develop and implement information privacy and security controls for any databases or documents containing consumer or employee information. This obligation will be applied to any party who stores and uses more than 5000 persons’ information in total in the party for its business. Japan’s Ministry of Economy Trade and Industry (METI) has issued specific guidelines for maintaining the security of these databases. Payment Card Industry Data Security Standard Developed by Visa and MasterCard, the Payment Card Industry Data Security Standard applies to merchants and service providers that store, transmit, or process credit card transactions. The standard outlines 12 specific requirements that must be implemented to protect cardholder information.

Security, as an aspect of IT control requirements, defines an attribute of information systems, and includes specific policy-based mechanisms and assurances for protecting the confidentiality and integrity of information, the availability of critical services and, indirectly, privacy. Data in a data warehouse must be protected at both ends of a transaction (user and enterprise). [image: image23.png]wish to minimize
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Figure 1. Determining a Basis for Change




The figure above depicts the relationships in simple terms. These concepts and relationships are taken from the Common Criteria ISO 154081 standard specifying the “Privacy Class of Common Criteria”. It proposes that all security specifications and requirements should come from a general security context. This context states that “security is concerned with the protection of assets from threats, where threats are categorized as the potential for abuse of protected assets.” Data warehouse security requires protection of the database, the server on which it resides, and appropriate network access controls. Teradata highly recommends that customers implement appropriate network perimeter security controls (e.g., firewalls, gateways, etc.) to protect network access to a data warehouse. Additionally, for data warehouse systems deployed on Microsoft® Windows®-based operating systems, Teradata highly recommends that such systems be protected by antivirus software and up-to-date virus definition files. The remainder of this section will specifically discuss some of the security features that can be used to effectively secure a Teradata Database.

Teradata Solutions Methodology

Teradata believes that organizations with data warehouses that consolidate and centralize the management of sensitive data are in a much better position to manage security and privacy than those with such data spread across multiple operational or data mart systems. To that end, Teradata has developed an end-to-end capability for designing and implementing secure, privacy-aware data warehouses. Teradata Solutions Methodology, as depicted in the figure below, is a formal, proven, patent-pending approach to data warehousing based on integrated processes and customized tools refined through use at the world’s most successful data warehouse implementations. Teradata Solutions Methodology comprises a comprehensive set of privacy and security project features.
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Figure 2. Teradata Solutions Methodology




For example, the Analyze phase includes services to specifically collect and analyze all of the information necessary to integrate data warehouse security into an existing security infrastructure. It considers any current processes by which security and privacy may be implemented for new systems and applications, the information security and privacy infrastructure already in place, and any tools used. The Design phase ensures that the database design and data model fully address all identified privacy and security requirements. Such tasks include identifying data fields that reveal customer identity, identifying data fields containing personal data, identifying data fields containing special categories of data, and adding consent flags for individual privacy preferences that are tied to personal data fields and their uses. The Build phase creates the database administration processes for security and privacy. Implementation includes the definition of Views for making personal data anonymous for analysis purposes. This methodology, implemented by experienced Teradata consultants, ensures that a Teradata Warehouse implementation appropriately considers the impact of all privacy and security requirements. 

Teradata Database Security Features

Teradata is continuously adding security features to its products. We are committed to driving significant benefit for our customers now and into the future, and to achieving our vision for a leadership role in data warehouse security. The following sections describe some of the security features that aid Teradata Database clients in effectively implementing a data warehouse security policy, and highlight some attributes and intended usage of these features.

Authentication

Authentication refers to the process of establishing the legitimacy of a user before allowing access to database resources. Proper authentication of users is fundamental to ensuring the security of any database system. The Teradata Database provides multiple options for authenticating database users. Additionally, custom authentication methods can be developed and deployed to further enable integration of a Teradata Warehouse into diverse security management environments. All supported authentication methods are described by a set of properties that can be managed by a security administrator. These properties allow for the security administrator to establish default authentication methods and to restrict or limit the methods that may be selected by a database user. Other properties may similarly be managed by the security administrator.

User-Level Security Controls

Typically, a database user must provide a valid username and password as part of the logon string in order for a database session to be established. However, properly securing such password-based schemes requires that a security administrator be able to ensure that passwords are regularly changed, are sufficiently complex, and that effective precautions can be taken to protect against attempts to guess user passwords. As such, the Teradata Database supports a rich set of password security controls that can be specified at either the user level or the system level. This is important since it is often desirable to establish and enforce different password management policies for different types of database users (e.g., batch versus interactive). User-level controls are implemented using the User Profiles feature that was introduced in Teradata Warehouse 7.0. In this manner, profiles specifying specific password management policies can be defined and assigned to individual users, groups of users, or an entire enterprise. When a user logs on to the Teradata Database, any associated profile password controls will take effect. If no associated profile password controls have been defined, then the system-level controls will take effect. 

The figure below describes the password security controls that are supported in Teradata

Database V2R6.1 (reference the Security Administration reference manual for implementation specifics2).
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Figure 3. Password Controls




Windows Network Authentication

Effective user authentication is a foundation of a database system’s security services. However, secure authentication may be compromised in large, heterogeneous networks where users may be required to remember multiple user names and passwords. To address this issue, a single sign-on capability can be used to allow network users to seamlessly access authorized network resources and applications, including an enterprise data warehouse, with a single authentication that is performed upon initial network access. This capability improves the productivity of network users, reduces the cost of network operations, and, ultimately, improves network security. Further, security is improved by eliminating the need for an application to declare or store a password on the client system.

For homogeneous Windows environments, the Teradata Database, since Release V2R4.1, supports a single sign-on capability through integration with Windows Network Authentication. Upon connection to the Teradata Database, database users are not required to provide a username and password as part of the logon protocol. Rather, the system will determine the user’s Windows identity and authenticate the user using the underlying Microsoft Security Service Provider Interface (SSPI). Users may be authenticated using either the Windows NT® LAN Manager (NTLM) or Kerberos protocols as appropriate. Figure 4 depicts the relationship between users, the Teradata Database server, and Microsoft Active Directory in implementing Windows single sign-on. 
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LDAP Authentication
For enterprises where users may have access to many applications and systems, it is common to manage separate user accounts for each application resulting in redundant and/or inconsistent data and increased user management costs. This lack of centralization also represents a significant security risk because unused or expired accounts and privileges are subject to misuse. As such, many enterprises are adopting centralized security management frameworks that provide for a single point of administration for internal and external users, configuration information, and security policies. Such systems can often simplify the process of creating, modifying, and deleting user accounts, as well as authorizing access to protected resources. These systems typically store and manage user information through a directory service that supports the Lightweight

Directory Access Protocol (LDAP). LDAPenabled applications, services, and databases can readily leverage a single, centralized repository of user information to control user access. The Teradata Database supports an LDAP authentication method that allows for authentication of database users against a centralized LDAP directory rather than using credentials maintained in the data dictionary. This method authenticates a user (by means of the user’s distinguished name and password) through a secure LDAPv3 bind to the directory. This feature was introduced in Teradata Warehouse 8.0. 

Extensible User Authentication
Many enterprises have made significant investments in infrastructure technologies, such as user, identity, or access management systems, which provide enhanced support for the authentication and authorization of user access to systems and applications. Many of these systems also support single sign-on architectures wherein session credentials are created upon initial log on to a network or to a supported application. Subsequent logons to other supported applications can use the session credentials for authentication and authorization without requiring additional interaction with the user. While the Teradata Database offers a number of options for authenticating database users, it is often desirable to integrate the authentication with that provided by such access management systems. With Teradata Warehouse 8.0, the Teradata Database supports an Extensible User Authentication architecture that allows for custom authentication methods to be developed (with the assistance of Teradata Professional Services) and used for authentication of database users. This architecture is built around the use of standard application programming interfaces, such as the Generic Security Services API (GSS-API) and the Security Service Provider Interface (SSPI). As such, new methods can be developed and deployed without requiring new releases of base Teradata client and database software. The architecture readily accommodates different types of credentials (e.g., tokens and certificates) that can be used to identify and authenticate a user. Moreover, custom methods can be developed to implement agents that interface to external access or policy servers thereby extending the authentication or single sign-on services provided to include the Teradata Database. Teradata Warehouse 8.1 provides a Software Developer’s Kit (SDK) to support easier development and testing of custom authentication methods. The SDK includes a test framework that enables initial development and testing of new authentication methods without requiring installation on an active system.

Authorization

Ensuring appropriate and authorized access to data is a major objective – and concern – in database security. The Teradata Database contains a robust set of fully integrated system access control capabilities. The mission of security administration on a Teradata Database system is to prevent unauthorized persons from accessing the system and its resources, as well as permitting legitimate users access to those resources to which they are authorized. The Teradata Database supports a discretionary access control policy in which access to database objects is restricted based upon the identity of users and/or groups to which they belong. The controls are discretionary in the sense that a user with certain access permissions is capable of passing those permissions on to other users.

Security Roles

One of the most challenging problems in managing large data warehouse systems is the complexity of security administration. Often, security administration is costly and prone to errors because security administrators must specify access controls individually for each database user. Role-based access control (RBAC) is a technology that can reduce the complexity and cost of security administration in large data warehouse environments. With RBAC, security is managed at a level that more closely corresponds to an organization’s structure. Each database user may be assigned one or more roles with each role assigning access rights or privileges that are permitted to users in that role. Security administration with RBAC requires determining the operations that must be allowed by users in particular jobs and assigning those users to the proper roles. RBAC effectively manages complexities resulting from differing roles or hierarchies, thereby easing the task of security administration. Introduced in Teradata Warehouse 7.0, the Teradata Database provides support for Security Roles, which are used to define access privileges on database objects. For example, a user who is a member of a role can access the specific views for which the role has been granted appropriate access rights or privileges. For enterprise data warehouses that provide access to many users, the use of roles will significantly simplify access rights administration and enhance overall security. A security administrator can create different roles for different job functions and responsibilities. For example, a security administrator can grant rights on a clinician view to a role and have these rights automatically applied to all users assigned to that role (Figure 5 below).
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Management of access rights is simplified by allowing grants and revokes of multiple access rights with one request. This is important when a user changes job functions (role) within the company. Should a job function need a new access right, it can be granted to the role and would be effective immediately for all users with that role. To effectively use the Security Roles feature, individual rights must be converted into role rights. This requires creating the required roles and granting appropriate rights to each role. Roles can then be granted to users and users assigned their default roles. Finally, all individual access rights that have been replaced by role rights should be revoked from the users to ensure that all access rights are only granted through the role definition. Typically, only one role will be the session’s current or active role. Enabled roles are the current role plus any nested roles. At logon, the current role is the user’s default role. Alternatively, it is possible to enable all roles granted to a user for a session.

Directory Integration

As noted earlier, many enterprises are adopting centralized security management frameworks, built using LDAP directory services, which provide for a single point of administration for users and associated security policies. Often, with such systems, the directory maintains access control policies that may be enforced by applications to authorize user access to enterprise resources. With Teradata Warehouse 8.0, Teradata has defined directory schema attributes and objects that allow for the extension of a directory schema to map the distinguished name of a directory user to a Teradata Database permanent user. Such users inherit the roles assigned to the mapped permanent user. However, additional external roles can be created and assigned to the directory user. External roles assigned to a directory user can be used in addition to any roles inherited from the mapped permanent user. A user profile may be created and assigned to a directory user in a similar manner. These schema extensions are provided for popular directory services such as Microsoft Active Directory and Sun Java System Directory Server. Upon successful authentication, Teradata Database will enable the specified security role(s) and user profile for the database session. Normally, users are defined in the database via a CREATE USER request. However, some data warehouse environments may virtual tables that can be accessed as if they were physical tables to retrieve data from the database. Views can be defined to reference columns or rows from underlying views and/or tables. A view does not actually contain data but rather is used to provide users with their own logical view of the data within the database. Figure 6 depicts an example from the healthcare industry where researchers, clinicians, lab analysts, and business analysts each represent a specific group of users with their own view of the database. 
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These views enforce different security policies and access rights and privileges by limiting the data elements that are visible by each view. Teradata Database support for views is particularly high performance because the optimizer generates optimized SQL for selecting the appropriate columns and rows from the underlying base tables. Additionally, query access through views can generate very complex SQL expressions, which further exploit the inherent parallelism of the Teradata Database architecture.
Auditing and Monitoring

An important aspect of any security implementation is the creation and monitoring of a record of system activity to detect abnormal activity and to ensure that users are held accountable for their actions. To detect intruders and ensure data integrity, the Teradata Database provides a comprehensive set of auditing capabilities. A security administrator can periodically audit events on the Teradata Database to effectively detect potential attempts to gain unauthorized access to database resources or attempts to alter the behavior of the auditing facilities. The Teradata Database automatically audits all logon and logoff activity. However, the security administrator can also configure the system’s Access Log to log any successful and/or unsuccessful attempt to access any or all database objects by any or all database users. Also, the Access Log has controls to filter the logging by frequency of access or type of access. Teradata Database security features include the option to log the SQL expression that was used to perform the access to a database object. As such, all accesses are effectively audited. Parameterized macros or triggers may be used to further customize or refine the auditing. Triggers are particularly useful when creating audit logs based upon specific data or content-based rules. All audit information is stored in protected database tables within the data dictionary and access to the information requires appropriate access rights and privileges. The audit records can be viewed through ad hoc queries or with any appropriate application or query tool. Additionally, Teradata Manager includes facilities that enable the security administrator to access preconfigured reports or to generate custom reports from the Access Log.

Assurance 

Assurance refers to a level of confidence that a product’s security features have been evaluated against a well-defined and widely accepted set of security requirements.

Security evaluations are conducted by independent, licensed, and accredited organizations most often to the requirements of a specific industry standard. A security evaluation provides assurance through an analysis of a system’s security functions using functional and interface specifications, guidance documentation, and the high-level design of the system to understand the security behavior. Independent testing of the security functions supports the analysis, evidence of developer testing based on a functional specification, selective independent confirmation of the developer test results, and a search for obvious vulnerabilities. Assurance is also provided through a configuration list for the system and evidence of secure delivery procedures.


Security Evaluation under Common Criteria

Teradata Database V2R5.0.2 has been independently evaluated to the requirements of the Common Criteria for Information Technology Security Evaluation (Common Criteria) standard. The Common Criteria is a multi-part standard that aligns with the International Standard ISO/IEC 15408:1999, which is meant to be used as a basis for evaluating security properties of Information Technology (IT) products and systems. The Common Criteria are defined by seven governmental security organizations known as “the Common Criteria Project Sponsoring Organizations” represented by Canada, France, Germany, the Netherlands, United Kingdom, the U.S. National Institute of Standards and Technology, and the U.S. National Security Agency. The security evaluation of the Teradata Database was conducted by the Booz Allen Common Criteria Test Lab under the National Information Assurance Partnership Common Criteria Evaluation and Validation Scheme (CCEVS). 
The Teradata Database was evaluated against 31 separate security functional requirements that describe the security behavior of the system3. These requirements spanned multiple functional classes including Identification and Authentication, User Data Protection, Access, Security Audit, Security Management, and others. While the evaluation considered the design of the system, it also considered processes used for testing and installation and included a vulnerability analysis. As such, this evaluation provides a high level of assurance in the security design and implementation of a Teradata Database system. This evaluation is intended to satisfy the requirements of those customers (primarily government agencies) that are required to procure only IT systems for which the security robustness has been formally evaluated and validated.

Teradata Database Security Advantage

Teradata has a defined architecture for protecting personal information or other confidential data within a database. Important patents protect this intellectual property:

> 
U.S. Patent # 6,253,203 – Privacy enabled database (issued June 26, 2001)

> 
U.S. Patent # 6,275,824 – System and method for managing data privacy in a database management system (issued August 14, 2001)

> 
U.S. Patent # 6,438,544 – Method and apparatus for dynamic discovery of data model allowing customization of consumer applications accessing privacy data (issued August 20, 2002)

> 
U.S. Patent # 6,480,850 – System and method for managing data privacy in a database management system including a dependently connected privacy data mart (issued November 12, 2002) 
The architecture represented by these patents leverages core Teradata Database strengths such as:

> 
The ability to store and manage large volumes of detailed data through support for normalized data models, an infrastructure that efficiently enables multiple views, and data models that are easily extended. A high-performance implementation that makes views practical for privacy. Optimized SQL selects appropriate columns and rows from base tables, and complex SQL expressions exploit Teradata Database parallelism.

> 
A security mechanism that can deny access to restricted views or macros.

> 
Access logging that provides a privacy audit trail and includes options to log all accesses (or access attempts) to a table (or view, macro), and log the associated SQL expression.

Conclusion

The Teradata Database provides a rich set of security controls for managing, protecting, and auditing access to stored data. These capabilities include extensive password controls, support for multiple authentication methods, access controls, high-performance database views, network traffic encryption, access logging, and audit reporting. New industry regulations, especially in the retail, financial services, and healthcare industries, present increased challenges for securing an enterprise’s information assets. The security capabilities described in this paper can assist Teradata Database security administrators in meeting these new challenges.

Scalability When Increasing Concurrent Users

A decision support query executing on a Teradata system has access to close to all available resources when running stand-alone. When another user is active in the system, the first query’s execution time will increase, as that query now has to share total system resources with another user whose demands may be just as great. For example, if the first takes 5 minutes to run as the only query active, it could take up to 10 minutes to run with one other user active in the system. This is true because it may have only half of the system resources available, half being used by the second query.

Linear scalability as users are added is established if each individual query’s response time lengthens proportionally to the increase in concurrency, or less than proportionally. When looking for linear scalability, it is often useful to first hypothesize what the upper limit of the query response time should be for that query’s performance to qualify as linear, then compare that hypothetical threshold against the recorded response time when multiple users are executing.

In a fabricated example, a single user runs a query in 200 seconds, while 10 users report an execution time of 1800 seconds, each running the same query. The 1800 seconds is less than 2000 seconds, the hypothetical time it would have taken the one user to perform his work back-to-back 10 times. If the 10 users had taken 2300 seconds, that performance would be worse than linear.

When individual query times increase proportionally or less than proportionally to the growth in the number of users, the system is said to be maintaining a constant or growing system throughput. What is often referred to as negative scale-up results if the system throughput degrades as users are added and the queries, overall, become disproportionately slower.

To demonstrate the scalability of Teradata, we used a baseline system with 100 concurrent users. We ran six tests with 100, 200, 300, 400, 600, and 800 concurrent users. Each user in each test executed the same four decision support queries. Every iteration of each query accessed different rows of the database, and each query joined from three to six tables. The average query times for each of the four queries, as well as the average over all queries, at each of the six levels of concurrency is shown in Figure A.
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Figure A:  Average Query Times

As can be seen in the final “Average” group of columns, the increase in average query time is roughly proportional to the increase in the number of users. With 100 concurrent users, the average query time was 203 seconds. With 800 concurrent users, the average query time was 1474 seconds.  So with eight times as many users, the average query time was only 7.25 times as long.

Figure B provides additional details. The “Base Time” is the average query response time with 100 users (203.47 seconds). That 100-user time is compared with the “Reported Time” it took for the higher number of streams in the particular comparison to execute (on average). The “Users Increased by Factor Of” column indicates whether the number of users doubled, tripled, etc. The “Average Query Time is Longer By” column divides the “Reported Time” by the 100-user “Base Time” and shows how much longer the average query takes for each increase in users.

	Comparison
	Base 
Time
	Reported Time
	Users Increased (by factor of)
	Avg. Query Time is Longer By

	100 vs. 200
	203.47
	448.40
	2
	2.20

	100 vs. 300
	203.47
	623.04
	3
	3.06

	100 vs. 400
	203.47
	761.83
	4
	3.74

	100 vs. 600
	203.47
	1157.57
	6
	5.69

	100 vs. 800
	203.47
	1474.97
	8
	7.25


Figure B:  Concurrent Users Query Time Comparisons

Note that better-than-linear performance is achieved when the factor by which average query length increases is less than the factor by which the number of users increases. This performance was achieved when the number of users increased to 400 or above.

This example underscores the importance of gathering multiple data points when looking for linear scalability, because techniques used in the Teradata database successfully push performance forward even as stress in the system increases. This example highlights some important characteristics of Teradata, such as cache management, synchronized table scans, and highly effective flow control and resource sharing.

Teradata Corporate Background

NCR 
NCR was founded in 1884 when John Patterson created the first mechanical cash register.  Since then, NCR has been providing quality products and solutions that help organizations better serve their customers and profitably grow their business.  Today, we leverage this 120 years of experience in designing, implementing, and maintaining information technology solutions.

NCR’s goal is to be the company that organizations trust with their transactions, interactions, and relationships. We will accomplish this by providing business solutions that capture and analyze data in order to maximize service to the customer, as for commercial enterprises this leads to enhanced customer acquisition, customer retention, and thus to profitability.  We provide the means for developing relationships that are mutually satisfying, actionable and build increasing trust and value.  We provide the means for use of organizational data becoming actionable intelligence that enables improved effectiveness and efficiency.  It demands that NCR’s solutions integrate our skills, products, and services; for commercial organizations, this increases our customers’ profitability and this creates greater opportunities for us as the enterprise grows; for government organizations, this means that we enable them to be more effective and efficient in securely serving their citizens--as governments are better able to access and use the growing volumes of data they hold in trust for their citizenry and consequently discover more ways to make use of that data, this too creates greater opportunities for us to provide solutions.


Combining hardware, software, and services, NCR has created business solutions to best equip organizations with the means necessary to operate effectively and efficiently and creating valuable and profit-increasing relationships. Our Teradata solutions will assist HHS in establishing the “brain” center of your operations, integrating data in new ways to provide a “single version of the truth,” and allowing stored data to be more effectively mined to yield greater insight and management of operations. Our other industry solutions—including self-service, payment, and point-of-sale solutions—provide you with the necessary solutions to capture reliable customer information.  Furthermore, our services organizations will provide the consulting and support needed to create and maintain a long-term solution for business needs.  The combination of our solutions, services, and experience will transform your business transactions into valuable citizen and beneficiary relationships.

NCR currently has approximately 30,000 employees worldwide. 

Teradata, a Division of NCR

Teradata, a division of NCR Corporation, offers powerful, analytical solutions that help organizations proactively manage their businesses and drive growth. To that end, our solutions are developed around specific industries and the business improvement opportunities specific to each of those industries. Teradata targets the following industries:

Insurance/Healthcare

Government Systems

Communications

Financial

Travel and Transportation

Retail

Media and Entertainment

Manufacturing

Our industry focus allows Teradata to better understand the problems you face as you conduct your business, allowing us to develop the solutions necessary to solve common business problems. These solutions include the Teradata Data Warehouse, analytical applications, and services. Consider the following:

Teradata Database, the world’s most powerful relational database for decision support, is the foundation for Teradata data warehouses and analytical applications. Its parallel architecture and robust decision support optimizer easily handle ever-increasing user needs, data volume, and query complexity, providing growth without boundaries.

Teradata Customer Relationship Management (CRM) solutions enable businesses to communicate with individual customers across all channels through timely, relevant and personalized messages, based on a shared view of all interactions, resulting in optimized customer relationships.

Teradata e-business analytical solutions capture and interpret web traffic logs, customer interactions, determine online advertising effectiveness, calculate product promotion results, and provide a consolidated customer view of online and offline channels.
Built on a proven, world-class methodology, Teradata Data Warehouse services support data warehouse strategy development, planning, design, implementation, support and enhancement. Over 2,000 consultants, with an average of 15+ years of experience, deliver Teradata solutions in 130 countries.
Sustainable growth is one of the most important factors to the success of any company. The recent economic conditions have made it difficult for many companies, especially in the technology space, to experience this growth. Teradata, however, continues to add new customers, even as many of our competitors face troubling times. Teradata's financial strength is substantiated by continued strong revenues. The following represents Teradata's annual revenue over the past four years:

2001 - $1.149 billion 

2002 - $1.226 billion

2003 - $1.213 billion

2004 - $1.361 billion

2005 - $1.480 billion

Teradata Experience and Customers

To develop the data warehouse on time and within budget (operationally efficient), HHS requires a business partner with the breadth of experience to understand all aspects of your desired environment. Teradata has the specialized knowledge necessary to assist in the development of your data warehouse environment. Over the past 25 years, Teradata has successfully implemented more data warehouses than any other vendor. Our client list, which includes over 850 customers and more than 1,200 installations, consists of many of the world’s largest companies. Teradata provides data warehouse solutions to the following:  

80% of the Top Global Telecommunications Firms

60% of the Top Global Airlines

60% of the Top Most Admired Global Companies (Fortune) 

50% of the Top Global Retailers

50% of the Top Transportation Logistic Firms

20% of the Top Global Commercial & Savings Banks

25% of the Top Global Insurance Companies

The Value of Teradata

As requirements for massive amounts of detailed data have grown, Teradata has increasingly been the optimum choice for such enterprise systems because of its ability to effectively store, access and manage extremely large data volumes. Teradata’s automated data management and configuration features, ease of upgrade capabilities, and industry leading scalability and query performance provide a significantly more robust data warehousing environment while allowing lower overall total cost of ownership. More importantly, Teradata is the enabling technology that would allow our customers, as it has others, to concentrate on the overall business value of unlimited storage and access to data in the enterprise without the limitations currently imposed by technology in the storage and use of such information. 

Driven by our accumulated experience, Teradata creates solutions that provide the following value: 

· Expanded capabilities through a robust data warehouse solution

· A much shorter time of application implementation, from inception to production use

· Increased environmental stability through higher systems reliability and minimum disruptive growth and change management

· Ease of system management will allow the system to expand to meet our customers’ future growth and requirement needs

· Lowest Total Cost of Ownership, including all costs associated with data warehousing, such as initial cost, cost to implement, cost to grow, and ongoing cost to operate and maintain

· Ease and lower cost of managing security / privacy of EPHC, over that of a collection of data marts

Total Cost of Ownership (TCO) Comparison

The costs of a data warehouse solution are not limited to hardware/software acquisition costs.  For a given level of performance or given level of data storage, most customers look at the costs of software, hardware, and storage.  However, the total cost of ownership (TCO) for a data warehouse is comprised of other factors beyond system costs.  These costs include configuration maintenance costs, and operating costs such as DBAs, administrators, and so forth.  Additional costs associated with TCO assessments (speed to implementation, vendor data warehousing expertise, industry experience, data freshness, scalability, ad-hoc capability, etc.) are more difficult to quantify and are best evaluated through market research and reference checks.

A comparison of TCO that includes maintenance pricing must examine all aspects of the support provided, and vendors must be willing to guarantee the costs of maintenance for the life of the contract and for a given level of service.

Why Healthcare Customers Choose Teradata

Healthcare is a complex business. With the costs of healthcare continuing to soar, it is imperative to understand and predict cost drivers in order to provide the best quality of care at the best price. Our healthcare customers choose Teradata because or our enabling technology and unmatched capabilities. Following are typical data warehouse requirements that Teradata can meet better than any other company.

Complex queries are inherent to healthcare industry

· Medical Management and Chronic Care Analysis

· Predictive Analysis 

· HEDIS and other regulatory reporting

· Risk Analysis

Large amount of detailed information is required to support Decision Support System (DSS)

· Ability to go beyond summarized data marts to answer questions

· Able to store multiple years of history for legal and trend needs

Consumerism trend needs better information for better decisions and to increase member/ provider satisfaction

· Need for near-time data coupled with knowledge from historical information 

Flexibility for change and ability to scale 

· Most start out small and grow as more users and more subject areas are added to the data warehouse

· Easier for Database Administrators to maintain

Performance and Availability – Data Warehouse is mission critical 

· Able to support Performance Guarantees to their customers with ease

Worldwide, Teradata has many healthcare customers using their technology to provide business value. 

Teradata is a robust data warehouse that can handle the decision support challenges of our healthcare customers, including:

· Pinpoint the sources of medical cost trend and confidently implement enterprise-wide solutions

· Underwrite and manage risk more precisely

· Encourage evidence-based care by better understanding provider behavior and the impact of contract incentives

· Know members well enough to change their health behaviors through new and more soPHCsticated versions of disease management – and provide them with more tailored, attentive service

· Cut administrative costs by consolidating or eliminating redundant reporting systems, exposing operational inefficiencies, and providing modeling solutions 

· Respond to HIPAA and other legislative and regulatory mandates

Top Reasons Customers Decide to Partner with Teradata

· The Teradata Database

Teradata Database is the powerful, scalable, self-managing, parallel foundation of the Teradata Warehouse Solution.

· Effortless Scalability

Start small and grow your database with your operations seamlessly.

· Ease of Management / Transparency

Spend less time doing database administration task and more time solving business problems. The best way to lower management cost is to remove complexity. 

· Reduced Risk

Teradata focuses on data warehousing solutions so you can focus on your core strategy.

· Industry-Leading Data Warehouse Expertise 

Teradata pioneered data warehousing and offers the world’s best and most experienced people using a patent-pending methodology.

· Seamless Mainframe and Transactional System Integration

Teradata offers optimized bi-directional, high-speed channel connectivity to mainframe and transactional environments. 

· Mission-critical Availability

The Teradata Warehouse is the proven industry leader with the highest data warehouse availability. 

· Investment Protection

More data volume + more users = a whole new system?  Not with Teradata. Easily expand on your original system investment as your business needs grow.

· Quickest Time to Solution

Teradata delivers an integrated solution that’s ready to work out of the box.

· Proof Beyond Claims

Don’t take our word for it. Ask the companies and agencies who are leaders in their industries, putting Teradata to work every day. 

Customer References

Teradata is proud of our long list of satisfied data warehouse customers. Our customers are our best marketing and sales people. Faced with the challenging task of selecting only three references from a list of hundreds of customers in many industries, we established simple criteria that address our understanding of HHS’ critical success factors for its data warehouse initiative:

1. References must be very large in business size (Fortune 50 companies) and must come from a cross section of industries.

2. References must have a large and mature data warehouse implementation. The data warehouse must have a large number of users (thousands), submitting a large number of queries (tens of thousands); against a single very large database (50+ TB).

3. References must have a mixed workload environment with a mixture of simple and very complex queries, a blend of parameterized reports and ad hoc queries, on-line and bulk batch data dissemination methods, nightly batch Extract, Transform, and Load (ETL), and near-real-time trickle data feeds. 

Teradata values and respects the strategic relationships we build with our customers. Part of our customer relationship PHClosophy is to ensure that our subsequent selling and marketing efforts do not impose on these relationships. Hence, Teradata has established the Peer Advantage Program to facilitate adherence to the guidelines and commitments made to each of our clients regarding reference and media activity. We ask that all contact with customers be requested and coordinated through Gregory Nero, HHS Account Manager. He can be reached via telephone at 410-423-9508 or via email at gregory.nero@teradata.com. He will arrange customer contact ensuring the right reference (content and role) is established to provide optimum value.

Conclusion

While centralization of the entire nation’s healthcare data is technically feasible, the political feasibility of such an architecture is probably unlikely. Instead, the stakeholders that compose the “building blocks” of the NHIN – organizations at the health system, local, regional and state collaborative, RHIO, and research and surveillance agency levels – should consider and adopt a centralized approach except where this approach is not politically possible.

Organizations must weigh the benefits of taking a centralized approach against the ability of the stakeholders in the organization to cooperate and the cost and capability trade-offs of a decentralized approach with the political expediency of not physically sharing data. As many of the world’s largest and most prestigious companies – inside and outside of healthcare – have proven, the benefits that they have realized by taking a centralized approach would not have been possible without having a single version of their enterprise data. 
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Example: Active Access in Action


At the 2006 Gartner BI conference, Travelocity said they increased from 80,000 DSS queries per day to almost 1.5 Million queries per day with an SLA of 2 seconds response time  when they went “Active” to support personalized offers on the web.  The additional system resources required to support the roughly 1.5 Million Active Access queries resulted in only around a 3% increase in workload.  For an additional 3% of system resources and no new data, they got roughly 1.42 Million queries per day supporting better individualized offers to their customers.








TAP and Active Enterprise Integration


A Teradata event generated from a database trigger calls an external stored procedure.  The stored procedure publishes a message via a WebSphere MQ-Series message bus.  The message is delivered to a JMS queue on a Web Logic application server.  TAP receives the JMS message, notifies the user via their UI and activates a TAP service or invokes a scheduled job.





































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































































Example:  Active Events in Action


A major airline uses Active Events for real-time flight tracking and proactive intervention related to late flights.  These events detect a late flight with a trigger on the transaction, initiating stored procedures to analyze the customers on the plane, and then send the result to a queue table that automatically fires off a message to an enterprise queuing device for delivery to the reservation system for booking.  All of this is being done on the same Teradata ADW platform, with the same transactional data that is supporting the strategic analysis of analyzing the frequent flyers over the last 2 years to determine who should get a new marketing promotion and quickly analyzes which customers have been delayed the most over the past 6 weeks to determine which of two passengers get the only first class seat.
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Pitfalls of the Operational Data Store 


The proliferation of Operational Data Stores (ODSs) yields a false economy, just as the proliferation of multiple data marts yields a false economy.  While the trend to multiple ODS’s circumvents weaknesses in DBMS technology, it fails to deliver benefits to justify notable cost increases [Challenges of “Hub and Spoke” Data Warehouse Topology; Kevin Strange, Gartner Group]. This weakness is the challenge for most DBMS products to support complex data models and concurrent query workloads.  Teradata’s Active Data Warehouse overcomes these weaknesses by allowing clients to consolidate data marts and ODS’s into a single, integrated data warehouse that is more economical and valuable.
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